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ABSTRACT 
The most effective strategy for finding files is to carefully 
arrange them into folders. This strategy breaks down for 
teams, where organizational schemes often differ between 
team members. It also breaks down when information is 
copied and reused as it becomes harder to track versions. 
As storage continues to grow and costs decline, the 
incentives to carefully archive old versions of files 
diminish. It is therefore important to explore new and 
improved search tools. The most common approach is 
keyword search, though recalling effective keywords can 
be challenging, especially as repositories grow and 
information flows across projects. A less common 
alternative is to use provenance –information about the 
creation, use and sharing of documents and their context, 
including collaborators. This paper presents a limited user 
study showing that provenance data is useful and desirable 
in search, and that an interface based on a graphical 
sketchpad is not only feasible, but efficient. 

Categories and Subject Descriptors 
H.3.3 [Information Storage and Retrieval]: Information 
Search and Retrieval; H.5.2 [Information Interfaces and 
Presentation]: 
User Interfaces – User-centered design; 

General Terms 
Design, Human Factors. 

Keywords 
Provenance, Documents, User Interface, Desktop Search. 

INTRODUCTION 
Search is an important challenge for knowledge workers, 
who by one estimate account for up to 43% of the U.S. 
workforce [7]. Knowledge work is a term used to 
encapsulate a broad set of jobs and activities, including IT, 
management, analysis, accounting, marketing, design, law, 
etc. Today’s knowledge workers are increasingly multi-
tasking. In a recent study, two-thirds of knowledge workers 

participate in between three and five teams [10]. 
Knowledge workers also deal with a large volume of email 
and phone communication [21], and retain large 
repositories of documents, links and other data. Managing 
this information requires overhead, and few users spend the 
necessary time [6]. This maintenance is primarily 
performed at important milestones such as the end of 
projects or major deliverables [28]. 
The availability of abundant and cheap storage potentially 
makes every computer a massive repository of documents, 
spreadsheets, presentations, emails, pictures, music and 
videos. Because of these developments, users often lack 
incentives to carefully organize files and information as 
assumed by current file storage models. When these 
information organization events occur, they are often 
triggered by project completions or a lack of available 
storage [28]. Our file organization model, with non-
overlapping folders as project delimiters, increasingly 
conflict with the way we work today, with frequent reuse of 
information and files from one project to the next. Current 
trends in cloud storage are only going to exacerbate these 
problems, with local and remote copies of files, and 
increased difficulties with search. 
As the amount of information stored and processed by 
information workers grows, finding and retrieving a 
specific file becomes more difficult. Research shows that 
users’ preferred mechanism for finding files is to carefully 
arrange files in nested folders and later perform manual 
searches [2, 4, 31], the same is true for email [18]. This 
model can break down as the number of nested folders 
increases, content is spread across drives and network 
folders, and as we collaborate with people with different 
organizational schemes [27]. Instead, users have to rely on 
keyword search to find and retrieve files.  
While keyword search has expanded to efficiently index 
many types of resources, including emails and browser 
history, recalling a set of keywords that uniquely identify a 
resource in a user’s repository has become a challenge. 
This is also exacerbated by the reuse information and 
encouragement to store multiple copies and drafts of files 
for security and auditing. As a result, keyword search often 
returns a large number of hits, and users must manually 
identify the correct artifact from a list. 
Reuse, an important work strategy for information workers, 
also introduces other non-search related problems. Key 
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among these is that no matter how information is reused, 
said reuse should be tracked in order to simplify auditing 
and prevent intentional or unintentional plagiarism. 
Imagine reusing some budget figures that are then 
discovered to be out of date, or a project timeline that has 
to be revised. These challenges require us to start 
rethinking the way our file systems are organized, as well 
as what information about use and reuse our current tools 
collect and make available to users. 
To address these problems, researchers have examined the 
use of provenance data to enhance activities such as 
keyword search. Provenance has been defined as “the 
history of ownership of a valued object” [25]. Using 
provenance information in search not only makes more data 
about files and resources available to disambiguate between 
potential targets, but also allows users to better leverage 
contextual memories. Human memory is highly dependent 
on the relationship between encoded content and the cues 
and context associated with that content [5, 13, 32]. This 
means that our memory of an artifact is highly intertwined 
and dependent on memories of events directly associated 
with the creation or use of that artifact. Without leveraging 
provenance information, search is inefficient.  
Research shows that provenance information is plentiful, 
meaningful, and easily recalled [23]. Using provenance is 
also attractive because semantic facts can be easily 
forgotten or confused over time, while contextual cues have 
a tendency to remain more consistent [32]. For instance, a 
user may not remember a filename or unique document 
keyword accurately, here a single transposed letter renders 
the word useless, but they are less likely to confuse the 
name of the colleague who they emailed the document to. 
More importantly, such memory cues can trigger additional 
memories. The use of more, potentially redundant 
information, also makes it possible to correct for potential 
errors of recall. Furthermore, it allows weakly linked teams 
or groups to conduct searches by using knowledge of 
workflow rather than content of a file, such as who worked 
on the file or some of the source files. 
Using provenance information in search is not without its 
challenges. Relationships are inherently more difficult to 
express in a query than simple keywords. Despite early 
work exploring the use of provenance in search, the 
question of how best to express provenance relationships in 
queries and query results remains. In this paper we explore 
whether query composition using provenance can be 
efficient for search. We also present the results of a limited 
evaluation of a graphical sketchpad interface to search 
using provenance information on a large file repository.  
The rest of this paper is organized as follows: We start with 
a review of related work. We then describe our 
methodology and results of the feasibility of using 
provenance in search. We then describe our proposed 
interface for performing such queries and the results of a 
preliminary evaluation. We conclude with a discussion of 
challenges to developing provenance-based tools. 

RELATED WORK 
Knowledge workers add value by using existing 
information and applying it to new problems, or developing 
new knowledge and understanding [13, 16, 24]. One of the 
key challenges they face is keeping track of and effectively 
applying existing information. Therefore, a growing body 
of work has focused on helping knowledge workers search 
and manage information repositories. A number of 
commercial tools (e.g., Google Desktop, Windows Desktop 
Search, OS X Spotlight) aim to help users search, primarily 
using keywords. As repositories grow, these tools become 
less effective due to a lack of unique and memorable 
keywords. Users have to sort through lists of potential 
targets. This is inevitable as knowledge workers are 
specialists working in narrow domains, and their files have 
overlapping information and themes. This is intensified by 
reuse (copy-paste) and keeping copies of draft documents. 
While studies of provenance in real-world settings are rare, 
a study at Intel Corporation [23] shows that provenance 
events are common, and can be used to weave large and 
complex networks of files, emails (and people), webpages, 
and other resources. They found that graph representations 
are understandable and good representation, and that they 
can help users reason about their work process. 
Research has explored different ways of augmenting search 
using provenance information, and a number of systems 
have been developed that use or track provenance 
information. These systems fall into three categories: those 
integrated into the operating system; those monitoring 
applications; and those reconstructing provenance events 
from a file’s metadata.  
An example of the first approach is the Provenance-Aware 
Storage System (PASS) [26], which incorporates a 
provenance monitoring system into the operating system 
layer. One problem with this approach is that data is 
collected at the event level and requires extensive 
processing to identify high-level events. This approach 
cannot determine the provenance of existing files. 
The second approach is exemplified by middle-ware 
systems such as TaskTracer [15], which track files and 
application events. This allows the capture of high-level 
operations such as move, rename, save-as, copy-paste, 
email attachment, etc. The problem with this approach is 
that individual applications have to be instrumented in 
order for data to be captured properly. This approach also 
cannot infer the provenance of existing files and resources. 
A third approach is to infer provenance based on existing 
meta-data, such as modification dates, directory structures, 
or email logs. This is the approach used by tools such as 
Google Desktop. The advantage of this approach is that it 
easily accommodates existing repositories and is relatively 
simple to implement. However, a number of important 
provenance events are missed, including most copy-paste 
operations; more than half of all provenance events [23]. 



On top of these, a number of different systems have tried to 
make use of different types of provenance information. 
Feldspar [8] is a tool that uses Google Desktop’s database 
to generate an association graph, which can then be queried 
through an interface allowing users to specify relationships 
using a flow-chart model. 
Quill is a tool that adopts a narrative model by presenting 
users with a template story statements and allowing them to 
fill in the blanks about the target document [20]. Although 
it tracks meta-data about documents, email attachments, 
web-pages, and calendars, it does not store dynamic 
relations between files such as copy-paste, save-as and 
other file system operations. 
Stuff I’ve Seen (SIS) [17] is a tool that merges search and 
file browsing. It is built on the Windows Indexing service, 
and the UI allows users to provide both regular and 
provenance keywords to queries. SIS returns a list of 
possible candidates that the users can manually inspect to 
find their target, or they can specify additional filters and 
contextual cues to narrow the results.  
Phlat [11] is a similar tool where users organize 
information using labels system. Users can use these labels 
to re-find files and resources later. One problem with this 

tagging approach is that users have to retrieve a file to 
assign a tag, which can only be done through Phlat. 
Some Personal Information Management (PIM) systems 
are based on properties including file metadata, the content 
of the files and user-defined properties. Placeless 
Documents [14] is one such PIM. One potential drawback 
to this system is that most if not all properties have to be 
defined by the users. YouPivot is a tool that allows users to 
search using memorable context. It allows users to mark a 
moment in time as important. Users can later browse 
through their computer history around these key moments 
in time, using these markers as beacons [22]. 
Lifestreams [19] recognizes the importance of time, and 
how this affects how memories are organized. Here, the life 
cycle of files is tracked, from creation to deletion, and 
visualized in a timeline. Users can explore the timeline as 
is, or apply filters to make sub-streams and explore those to 
find desired files and resources.  
There are tools that use traditional keywords to identify 
possible files, but use provenance to reorder or expand 
results, such as Connections [29]. Another tool is 
Beagle++, which uses email, webpage, and document 
metadata to order search result based on contextual 
information, which is similar to provenance [9]. 

 
Figure 1. Sample provenance graph.



FEASIBILITY ANALYSIS 

Although provenance tools have shown promise, important 
questions remain, including how well their interfaces scale 
as repositories grow. These tools have not always been 
evaluated using representative files or provenance data. 
This is important. If a relationship is too common it may 
not add much value. If an event is too rare, it may not be 
worth including in an interface. Furthermore, while 
provenance is commonly shown as a directed graph (see 
Figure 1 for an example), few if any search systems have 
tried to use it as a UI model for composing a query.  

Relation Type Proportion 
Copy/Paste 56% 
File Rename 13% 
Save As 11% 
File Download 7% 
Attachment Add 4% 
Attachment Save 3% 
Move File 3% 
Upload File 3% 

Table 1. Provenance relationships by type from [23]. 
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1 108 93 31 40 40 3 3 
2 1,003 875 293 320 328 7 6 
3 418 414 107 138 141 7 7 
4 299 283 81 99 99 8 4 
5 510 470 160 186 186 4 4 
6 44 36 16 19 19 4 3 
7 87 107 28 32 32 3 3 
8 935 708 362 386 392 5 4 
9 150 150 59 63 63 4 3 

10 140 162 40 48 48 4 4 
11 239 184 88 99 99 4 4 
12 172 154 52 62 63 6 6 
13 273 405 58 80 82 7 5 
14 369 357 120 140 140 4 4 
15 291 334 88 103 105 5 5 
16 518 682 120 149 157 10 9 

Mean 347.25 338.4 106.4 122.7 124.6 5.31 4.63 
Median 282 308.5 84.5 99 99 4.5 4 
Std.Dev. 281.52 245.4 95.46 101.8 103.9 1.99 1.67 

Table 2. Overview of data-distribution from [23]. 

The goal of our research was to determine whether a 
graphical sketchpad is a feasible query composition 
interface, and to evaluate this approach using realistic data. 
We used data from a longitudinal study at the Intel 
Corporation [23]. In this study, 17 knowledge workers were 
tracked for three months using Tasktracer [15]. Summaries 
of the findings are shown in Table 1 and 2. While users did 
have larger file repositories (number of documents) than 
those shown in Table 2, these were not accessed during the 

study, and may be less important [17, 18]. It is also 
reasonable to assume that the number of relations would 
have increased with time, since information would have 
seen more reuse.  

To determine the feasibility of our approach, we analyzed 
the graphs found in [23]. Table 2 presents data on the 
worst-case for each participant in our sample. To determine 
how complex a query one needs to identify any file using 
only basic provenance information. This represents a worst-
case scenario, as many provenance links are very common; 
copy-paste or versioning events are very common. Using 
these provenance events in a query adds relatively little 
information and can result in long queries (see Figure 2). 
When composing queries using a graphical user interface, 
this could become an issue, since drawing nodes and links 
is time consuming. We therefore seek to find the worst-case 
scenario for finding a file using provenance alone. 

 
Figure 2. A sample provenance chain of five documents.  

To do this we found all unique walks in all provenance 
graphs in the data provided from [23], generating strings 
with and without consideration for the type of link between 
files. Next we found repeating sub-strings within these 
walks. These represents the worst-case scenario for search 
because it represents the longest ambiguous query.  

As we see in Table 2, the max walk ranged from 3-10 
(median 4.5) if we ignore relationship types and 3-9 if we 
include these (median 4). Thus, even if users have only 
vague recollections of the type of link between files, 
relatively little power is lost. The reason for this is that 80% 
of links are copy-paste and versioning, especially in long 
chains. Specifying the relationship type therefore adds little 
power unless it is a less common type. 

 
Figure 3. Provenance links vs. Max Walk Distance. 

Working style has a larger effect on these numbers than the 
size of the file repositories. Some users engage in more 
reuse via copy-paste and versioning, while others choose to 
reuse information by retyping, and then work on version of 
a file until done. As seen in Figure 3, the complexity grows 
linearly with the number of links –1 node per 200 links.  
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Whether this holds as repositories grow is unknown. Most 
reuse is constrained temporally, and though we might see 
longer, loosely connected graphs, these do not add as much 
complexity to search as bushy, highly connected graphs. It 
therefore seems that provenance can be used to rapidly 
narrow a search, and that the number of nodes needed in a 
query would, on average, be relatively small. Furthermore, 
even vague recollection does little to increase complexity. 

DESIGNING THE LEYLINE SYSTEM 
An important aspect of human cognition is that recognition 
is easier than recall [3]. Provenance graphs aid recall about 
documents, tasks and workflow, and there is a good match 
between what users recall, and what is seen in the data [23]. 
Given the success of this representation, we decided to 
design our interface around this concept. The goal was to 
design a search system that could intuitively integrate 
provenance into a keyword-based search system in both the 
query composition and result presentation.  
We built the Leyline around a direct manipulation graphical 
sketchpad, where provenance is shown as a directed graph 
with nodes being documents, emails, webpages and other 
artifacts, and the links between them provenance events 
such as accessing, copy-paste, versioning, emailing, etc. 
Query Composition 
To search, a user draws a graph (Figure 4a). Interactions 
with the query area are kept simple to minimize training 
and for efficiency. A user can add a file by clicking on a 
blank area of the canvas. A menu will appear to let them set 
document type (optional). If they want to change file type, 

they right click on the file icon to get a context menu, or 
they use the properties panel (Figure 4c). Our system 
supports six file types: Word, Excel, PowerPoint, Web, 
Email, and a catch-all “Unknown”. 
A provenance link is made clicking on a file (source) and 
dragging the pointer to another (target) while holding the 
mouse button. Directionality can be changed through the 
properties panel. The type of relationship is set in a context 
menu, or the properties panel (Figure 4d). Relationships 
supported are: Add Attachment, Save Attachment, Copy-
Paste, File Download, File Rename, File Upload and 
Unknown. Only possible links are shown; a webpage can 
be saved, downloaded, and pasted from, but it not renamed.  
Users can add keywords, partial or complete file names, 
and dates to a file in the graph through the properties panel 
(see Figure 4a). This gives users more flexibility to 
leverage what they recall about a file. Finally, the 
preference panel allows the user to specify which file in a 
graph they are searching for, as the target can often be a 
peripheral part of the graph. This is not required, a user can 
the graphs as a start for exploration (see Figure 4b). 
Search Process 
Given a graph we search to find a pattern match. For each 
query we have to solve a sub-graph isomorphism problem, 
known to be np-complete. However, we know that user 
recall is often imperfect. In Figure 5 we see an example of 
this, where a user remembers that there is a relationship, 
but not necessarily whether this is a direct one.  

 

 
Figure 4. (a) A sample query, looking for a word document saved from an attachment and with information pasted to and from two 

other documents. (b) Expanded result. (c) Menu to set document type. (d) Menu to set relation type.



Adding this flexibility also changes the complexity of the 
search. By allowing flexible graph mutations, we can use 
the G-Ray algorithm [30], which is fairly fast, scalable, and 
does approximate matching. This algorithm works with big 
graphs whose nodes have one categorical type. We have to 
make some substitutions as both our nodes and edges have 
categorical attributes, not supported by G-Ray.  

 
Figure 5. Star links. 

Now that we have our query, we use G-Ray’s goodness 
function to rank results. If keywords, dates, or file names 
are provided, we run candidates through keyword search. 
Results Presentation 
We present matches as thumbnail graphs. Selecting one of 
these expands it in the main canvas, allowing for 
exploration, with more information given in tooltips. User 
can select or hover over elements to see when the event 
took place, where a file is stored, when it was created, or 
when it was last used. This can trigger affiliated memories. 
In addition to these cues, we give provenance information 
to help users identify files or explore information flow (see 
Figure 6). Because we track the history of documents, 
queries will return references to deleted files. To show the 
status of a file we use a color indicator (green bubble in 
Figure 6). If the file is not available the bubble is red. 
Double-clicking on an available resource opens it, be it a 
file, webpage, email.  

 
Figure 4. Magnified view of a node in result graph. 

We know from previous studies that provenance graphs are 
effective memory cues [23]. However, graphs can be large, 
which makes it difficult to get an overview. There is 
therefore a need to “limit” the complexity of graphs, while 
still allowing flexibility and encourage exploration. 
We chose to limit complexity by hiding nodes not part of 
the G-Ray match. To indicate that more links exist, we 
overload the availability indicator with the number of 
connected nodes not displayed. If there are hidden files, we 
place a gray toggle to expand the next level of the graph. 
The nodes of the expanded sub-graph will have the same 
indicators, and can be expanded. An example of this is seen 
in Figure 4b, where the main window shows an expanded 
graph, and the top right corner the original query result. 

Visual Keyword Search Mode 
The Leyline allows users to perform keyword search 
through the properties panel by specifying attributes and 
keywords. Users can also use Microsoft’s “Advanced 
Query Syntax (AQS)” [1] to define and narrow searches. 
This allows users to specify file-specific keywords and 
properties, even for files other than the target file.  
We have integrated Leyline into Windows Explorer to 
allow users to explore file relationships by choosing “Show 
Provenance” from a context menu. This feature can be 
useful when a user is looking for the source of mistakes, or 
later uses of their documents.  
PROTOTYPE EVALUATION 
Search is used frequently, and needs to be both efficient 
and easy to use. At the same time, provenance allows users 
to perform fundamentally different searches. Therefore a 
direct comparison to keyword search is difficult. We chose 
to set a threshold at the two-minute mark, and collected 
qualitative and quantitative measures to evaluate the UI. 

Number of Documents 612 
Number of Relations 1,339 
Number of Sub-graphs 53 
Unique walks w/o Relation Type 99 
Unique walks w Relation Type 112 
Max Length of unique walks w/o Relations 9 
Max Length of unique walks w Relations 8 

Table 3. Overview of sample created for study part 2. 

To evaluate our prototype, we created a file repository 
modeling a small group working on a set of reports, emails 
and spreadsheets, consistent with what was found in [23]. 
We did this to using sensitive information. A summary of 
our sample can be found in Table 3. 

Participants 
We recruited graduate student from disciplines qualifying 
as knowledge workers. We chose graduate students because 
they have experience with managing file repositories. 
Participants were asked to complete a short questionnaire to 
gauge their experience with search tools. We selected ten 
volunteers who had extensive knowledge of search tools. 
Participants’ ages ranged from 23 to 35 (average of 27). 
Half of participants were female and no one had experience 
with our prototype. Session lasted 60 minutes, including 
training, and participants got $10 as compensation. 

Experiment Setup 
The following scenario was given to participants: A team is 
working on a proposal with different drafts and sub-
documents developed by different groups via a shared 
directory and email. A group of accountants are working on 
a budget for the proposal. The two groups have to not only 
exchange information and drafts within their groups, but 
between them as well; the technical team needs to 
communicate scope and needs to the accountants; and the 
accountants need to communicate resource constraints to 
the technical team.  



Because participants did not take part in the file creation 
process (a real proposal was drafted), we could not test 
their ability to recall keywords, file properties, or details 
about the process. We instead asked them to assume the 
role of a newcomer to the project needing to learn about or 
fix mistakes made in this process. Users were given 9 tasks 
to perform, in random order, as shown in Table 4. 

1 Find the email from John Doe about (keyword: presentation 
introduction) which contains two files for the introduction. 

2 The (file name: budget_Section3.5) excel document, contains an 
embarrassing mistake. Who might have made that mistake and 
who else might be affected? 

3 (File name: Proposal_v4.5 word) with two other files was sent 
to someone. Who did you send them to? What were those files 
names and where are they? 

4 List the word documents you’ve downloaded from the Internet 
which are still available on the hard drive. 

5 You used a word and an excel document to create a (keyword: 
presentation_costdocument) word document. You used this in 
the first version of a PowerPoint presentation. Who did you send 
this to? 

6 Find the word document you created using information 
copy/pasted from an email, a web-page, and an excel document. 
Find the emails that have this word document as an attachment. 

7 You saved a word document from an email attachment. 
Together with an existing excel document, you created a word 
document called (file name: proposal). You used this document 
to make a presentation. Who sent you the first word document? 

8 You used a word file to create an excel document, and then you 
used that in another excel document. What is the name of 
second excel document? (Expand the result to see the process) 

9 You downloaded a word document from Internet and used this 
along with an excel document and another word document to 
create and complete section 14 of the proposal (keyword: 
proposal section 14) in a separate word document. What site did 
you download the word document from and in which version of 
proposal document did you use section 14?  

Table 4. Experimental tasks. 

We modeled these tasks after the descriptions participants 
gave of workflow and information reuse in Jensen et al. 
[23]. The tasks we chose were representative of the 
relationships found and discussed in that study, weighted 
toward the more complex in order to test the limits of our 
prototype. While we believe that these tasks are realistic, 
they may not represent the most common search tasks.  

We conducted a pilot to see that our questions matched 
how naïve users express relationships and workflow 
informally. We verified that files could be found with the 
information given, and that there was more than one 
candidate for at half the searches, even when performed 
optimally (including one instance where the correct answer 
was not the top ranked result). If participants pursued a 
sub-optimal strategy they could be presented with more 
ambiguity, or sub-optimal rankings. We wanted to make 
sure all participants had to deal with ambiguity, but did not 
control for whether optimal queries were used, given that 
participants had to rely on our description of the search. 

Subjects were given a brief tutorial of the system, with a 
hands-on exploration of the system. Subjects were then 

given 10 minutes to explore on their own to ensure some 
minimum proficiency. The experimenter was available 
during this process to answer questions. 

We encouraged participants to think aloud during the 
experiment. We also captured their screen for analysis. 
Participants were told they had four minutes on each task 
and not allowed to move on to next task until the current 
task was done or the four minutes had passed. If they used 
more than two minutes, we marked the trial as a failure, but 
allowed them to continue for two more minutes to see if 
they eventually found the answer, or if they gave up. 

While setting a two-minute threshold for success without 
regard for complexity might seem strange. We chose to do 
this because we had no objective way of measuring the 
difficulty of a task. The two-minute limit was determined 
by the results of [8], where they found that subjects spent 
on average 91 seconds and 174 seconds to compose, 
execute and evaluate a query in Feldspar and Google 
Desktop respectively.  

Participants were instructed to call out when they thought 
they had found the correct answer. The experimenter would 
then confirm whether they had performed the task 
correctly. If they had arrived at an incorrect answer with 
time left, they were instructed to keep trying until they 
either found the correct answer or ran out of time. If the 
clock had run out of time, the task was marked as a failure. 

After finishing the nine search tasks, we interviewed 
participants about the experience. We asked general 
questions about their experience with the user interface 
design and concepts, features, and whether they would like 
to have the tool on their computers. 

PROTOTYPE EVALUATION RESULTS 
We only had one participant completely fail at one of the 
search tasks (task 2, timed out at four minutes, explaining 
the high std. dev.). Subjects did fail to meet the two-minute 
deadline in a number of other tasks (all in Task 2, 7 and 9, 
8 subjects in Task 5), but all finished within the four-
minute cutoff. Table 5 gives an overview of the average 
time needed to compose each query.  

Q # Successes 
(≤2 minutes) 

Query complexity Completion 
time (secs) 

Std. Dev. 
# Nodes # Links 

1 10 1 0 73.3 8.001 
2 0 1.2 0.5 155.4 33.778 
3 10 1.3 0.3 76.8 8.324 
4 10 2 1 71.7 11.548 
5 2 3.4 3 126.1 10.796 
6 10 3 3 78.8 10.475 
7 0 4.8 3.8 135.8 12.796 
8 10 3 2 92.7 10.874 
9 0 5.4 4.4 144.0 9.381 

Avg. 5.8 2.79 2.00 106.1  

Table 5. Experimental results. 

We had a mix of simple and harder tasks. For the simple 
tasks, the average completion time ranged from between 72 
and 93 seconds, within our success threshold, and harder 



tasks with an average completion time between 126 and 
155 seconds, over our success threshold. For the trials that 
were successfully completed (all but one), the slowest 
completion time was 173 seconds and fastest 53. 

It is important to keep in mind that these times included the 
time needed to mentally process instructions, identify a 
search strategy, formulate the query, and evaluate 
alternative solutions presented by the system. While the 
system was relatively efficient in searching, subjects had no 
previous exposure to our interface, and may have spent 
more time than needed formulating queries. 

As we see from the standard deviations, the completion 
times within each condition were consistent. We find this to 
be encouraging, as it means that our interface and the 
general model were understandable and usable – no one got 
too lost or confused.  

 
Figure 5. Completion time vs. Query complexity 

We see that there is a good fit between query complexity 
(number of nodes and links in the query graph) and average 
query composition time (see Figure 7). More importantly, it 
appears that composition time grows linearly with graph 
elements. This is a positive indicator in terms of scalability. 
While it is possible that this would change for very large 
data-sets, our interface should scale at a rate of 1 second for 
every 40 new links added to the target cluster, assuming no 
other information (like keywords). 

We found that participants read the complete task 
description before starting, identified the target resource, 
and then built the query out from this target. We also found 
that users worked on one file or relation at a time, 
providing all details rather than building a rough picture 
and then adding additional details. This may have been an 
artifact of the experimental design, subjects not having 
direct knowledge of the files and instead relying on a 
written description of the task. It will be interesting to see 
whether this occurs when users search their repositories. 

After the task, we asked participants to rate their 
satisfaction with the UI using a Likert-scale, where 1 meant 
very dissatisfied and 5 meant very satisfied. The average 
satisfaction rating was 4.2 (𝜎 = 0.4). Nine of the ten 
participants indicated that they would like to have access to 
a search tool such as ours on their personal computers and 
especially in the work environment: 

“I would like to use this. I can see this being very 
helpful in [my] work environment.” 

“Being able to search through and find associated 
files of different types would be great for use with 
school or other collaborative projects.” 

Participants generally liked the interface and our approach: 

“I liked the way to create the query because it was 
very visual as opposed to using the solely text-
based keyword searches.” 

“The icons for different types of documents are 
well designed which makes it easy to distinguish 
between different documents. [Automatic filtering] 
in setting relation type saves time and minimizes 
making mistakes in setting the query.” 

All participants preferred the context menu to the properties 
panel, regardless of whether they were composing, 
reviewing, or examining results. Participants liked the 
expand/retract option in the graphs, the availability 
indicator, being able to jump into the containing folder and 
opening the resource directly from the UI. 

“I thought the results clearly showed the 
associations between files. Opening the various 
files/sites from the icons made it easy to locate 
and view files. Being able to see the flow of how a 
document was created or passed around can be 
very useful, especially in a collaborative 
environment.” 

It should be mentioned that the need to explore the graphs 
and hidden nodes was relatively minimal, and this was 
perhaps one of the least intuitive features of the interface. 

Participants did point out areas for improvement, though 
they did not always agree with each other. One example of 
this is in the presentation of query results (two subjects 
discussed our decision to print all file names in the graph, 
but to truncate these so they do not crowd or obscure other 
nodes in the graph): 

“File names are disturbing. I would love, if I 
could see the file name only when I move my 
cursor over it [the file icon].”  

“[It] needs [to have the] full text of file names 
visible.” 

This suggests that there is a need for customization of fine-
grained UI decisions to accommodate user preferences and 
needs.  

Participants found the switching between query editing and 
result browsing to be conceptually difficult, as we 
overloaded the interface. The same window was used for 
composing queries and for browsing results, and what 
mode the user was in was not always as clear. Three 
participants proposed that streamlining that process should 
be our top priority.  
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Others were interested in the exploratory elements of our 
system, and suggested we add an option to animate or 
manipulate time in results (e.g. showing provenance graphs 
for a specific moment): 

“Add a ‘History’ box. This box will list the history 
of users’ activities step by step when they form the 
search query. This box would also allow the user 
to click on a particular item in history and the 
resulting searching graph would be modified on 
how it was on that particular instant.” 

Participants also suggested we track and show their query 
history to allow them to toggle back and more easily reuse 
queries.  

DISCUSSION 
Our complexity analysis of provenance data showed us that 
the graphical query approach should be feasible in terms of. 
Though the data available for analysis was limited to a 3-
month period, the complexity growth rate seems 
acceptable. This, combined with the results from our user 
study, shows that the time and effort needed to compose 
queries is relatively low, and appears to scale well. 
Participants spent on average 106 seconds composing a 
query, and queries had an average of 2.8 nodes and 2 edges. 
More importantly, Figure 7 tells us that the system scales 
well in terms of time on task versus complexity. 
As we already discussed, our success threshold, set at 2 
minutes, was somewhat arbitrary. It is difficult to make too 
much of the completion times in isolation because it is 
difficult to determine how representative or hard these 
queries are. This will likely require a longitudinal 
deployment study to answer, allowing users to discover and 
develop new search strategies. Based on the data we have 
gathered so far, as well as the feedback participants gave 
us, that this UI technique is efficient, well liked, and 
intuitive. 
That said, we did observe a learning effect – performance 
in the first two tasks was noticeably lower than in the 
remaining seven. Because we randomized the order of the 
questions, this should not unduly bias any one question, but 
we should see better performance with more training. 
We also learned a lot about how people form queries. 
Participants uniformly built their queries from the target 
out; the first node they place on the canvas is always the 
file they are searching for. This was unexpected, we 
expected participants to follow the descriptive order of the 
tasks. It will be interesting to see if this holds when subjects 
make their own queries from memory.  
Participants also worked with one resource at a time, 
providing all keyword and links before moving on to 
adding the next resource. We expected that at least some of 
the participants would first sketch a graph, then go back to 
refine it. Again, this may have been an artifact of the 
artificial tasks, but it could allow us to dynamically update 
search results so users know when to stop adding details. 

FUTURE WORK 
The next steps are to incorporate the feedback from 
participants, and try our system in a longitudinal real-world 
study. The longitudinal nature of such a study is 
unavoidable for two reasons; first we need to see how 
people adapt and incorporate the system into their practices 
and second, provenance-based system are only really useful 
once they are populated with extensive knowledge of 
provenance events. This is a key weakness of all 
provenance-based systems. Ensuring that provenance is 
captured and preserved is important, as is finings ways of 
bootstrapping existing repositories through tools such as 
Google desktop. 
We also want to explore the idea of auto-completion 
functions, and how these could be implemented in a 
graphical UI like ours. One idea could be to show ghosted 
images in the graph, allowing users to select rather than 
adding. This would also leverage recognition rather than 
recall, and added benefit. 
For our prototype we used provenance data captured by 
TaskTracer. This primarily tracks Microsoft Office and 
Windows applications. In the future we would like to 
support a broader set of files such as pdf, text, images, and 
videos. In order to do so we need to find new ways of 
tracking provenance. Ideally we would like to be tracker 
agnostic, plugging into any provenance system.  
CONCLUSIONS 
We have shown through analysis of data collected in a field 
study of knowledge workers that provenance can be used 
effectively in search. We have also shown that we can build 
an efficient and intuitive UI allowing users to build queries 
that closely match the way that they think about 
provenance, using provenance graphs. This allows users to 
leverage existing knowledge more easily. 
The search algorithms used in this prototype allows for 
flexibility, which mimics the kind of distortions we see in 
users’ memories (concatenation of events and 
relationships). This was shown to be effective and efficient, 
with users having high confidence in search results and 
rankings. More work however needs to be done to 
determine both the fit of the solution as well as its 
scalability. 
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