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ABSTRACT
Graph Neural Networks (GNNs) leverage the topology of graphs

to learn informative representations. Since isomorphic graphs rep-

resent the same information, there has been a significant effort to

develop GNNs that return the same results over isomorphic graphs.

It is known in the data management community that the same data

can be represented in distinct nonisomorphic forms, e.g., normaliza-

tion and denormalization of relational or graph data. In this paper,

we postulate that GNNs should be invariant against these types

of variations in data representations. We formalize the notion of

invariance using concepts in schema management, e.g., mapping

and constraints. We report our preliminary results, which indicate

that GNNs are not often robust under these variations. We also

discuss our ongoing work on designing an approach to achieve

invariance that can be used without significantly modifying the

internals of GNNs and can be used over various GNN architectures.

VLDBWorkshop Reference Format:
Jasmin Mousavi, Bishwash KC, and Arash Termehchy. Representation

Invariance of GNNs: Going Beyond Isomorphism. VLDB 2025 Workshop:

New Ideas for Large-Scale Neurosymbolic Learning Systems (LS-NSL).

1 INTRODUCTION
Graph Neural Networks (GNNs) are widely used to solve various

predictive problems in graphs [7, 12, 15]. They map the features and

relationships of the nodes in a graph to a rich vector representation

of the graph, which can be used for downstream ML tasks. Since

isomorphic graphs represent the same information, GNNs aim to

learn the same representation for isomorphic graphs [7, 9, 12], i.e.,

they are invariant to permutation of nodes in the graph.

However, research on data management has shown that the same

information can be represented in different nonisomorphic struc-

tures [1, 4, 11]. Classic examples of such variations are (de)normalizations

in relational and XML data where the original and normalized data-

bases represent the same information under different structures

[1, 11]. Consider Figures 1(a) and 1(b) that show fragments of DBLP

(dblp.org) and SIGMOD Record (sigmod.org/publications) biblio-
graphic graphs, respectively. These graphs are not isomorphic but

contain the same information on the same set of papers, confer-
ences, and research areas. DBLP connects each paper directly to its

research areas and conferences. Given that all papers in a confer-

ence share the same set of research areas, the graph in Figure 1(b)

represents this relationship by connecting the research areas of a
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paper to its conferences. As another example, developers may add

additional links to a graph to connect nodes that are often queried

together to increase the querying efficiency.

The results of ML tasks must be the same for the input datasets

(training and testing) that contain the same information. Thus, a

GNN should learn the same representation over the data graphs

that contain the same information. Since current GNNs use the

topology in a graph to learn its representation, they can learn dif-

ferent representations over nonisomorphic graphs that contain the

same information, e.g., graphs in Figures 1(a) and 1(b). For example,

they may learn different representations for VLDB conference in the

graphs Figures 1(a) and 1(b). This may cause the downstream node

classification task to place the VLDB conference in different classes

over each dataset. Thus, GNN-based methods may deliver accurate

results in some styles of graph representation and perform poorly

in others. As GNN applications grow rapidly, they will face more

variations in graph representations, which increases the impacts of

this shortcoming on the effectiveness of GNN-based methods.

In this paper, we leverage the research on data management to

formalize the problem of representation invariance of GNNs and

the space of reasonable representational variations. We report our

preliminary empirical results on the representation invariance of

some current GNN architectures. There are currently a large set of

diverse GNN architectures, each of which is shown to be suitable for

some applications. Hence, our goal is not to design yet another new

GNN architecture that is invariant, but we rather plan to propose a

novel approach that can be used to make a given GNN architecture

invariant. We explain our ongoing work on building such a method.

2 REPRESENTATION INVARIANCE
2.1 Data Model
Let L andV be countably finite sets of labels and node ids, respec-

tively. A graph 𝐺 over L is a directed graph (𝑉 , 𝐸) in which 𝑉 is a

subset of V and 𝐸 ⊆ 𝑉 × 𝐿 ×𝑉 . We denote an edge from node 𝑢

to node 𝑣 whose label is 𝑎 as (𝑢, 𝑎, 𝑣). We associate each node with

a real-valued vector of dimensions 𝑑 , i.e., its features, in R𝑑
. If all

nodes and edges of the graph share the same label, the graph is

often called homogeneous and heterogeneous otherwise [7].

A schema G is a pair (L, Σ) in which L is a (finite) set of labels

and Σ is a finite set of constraints. Constraints restrict the instances
of a schema and are often expressed as logical formulas [1, 3].

Constraints are provided by the user or discovered from the data.

For example, a popular group of constraints is tuple-generating
dependencies (tgd). A tgd on schema (L, Σ) is in the form of∀𝑥 (𝜙 (𝑥)
→ ∃𝑦𝜓 (𝑥,𝑦)) where 𝑥 and 𝑦 are sets of variables, and 𝜙 and𝜓 are

logical formulas in a query language overL. For example, the graph

in Figure 1(a) satisfies the constraint (𝑥1, area, 𝑥3)∧(𝑥3, pub-in, 𝑥4)
∧(𝑥2, pub-in, 𝑥4) → (𝑥1, area, 𝑥2). Each instance 𝐺 of schema G
= (L, Σ) is a graph with node and edge labels of L such that all
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Figure 1: Two graph datasets on about papers, conferences and research areas.

the constraints in Σ are held in the graph, i.e., 𝐺 |= Σ. We denote

the set of all instances of G by Inst(G).

2.2 Mappings
Researchers have used the idea of invertible mappings to formalize

the notion of information equivalence for different representations

of data [4, 5, 11].Intuitively, if we can map the information stored

in one structure to another structure and recover the information,

these structures represent equivalent information. We formally

state this idea as follows. A mapping from schema G to schema H
is a function of Inst(G) to Inst(H), which maps each graph of

G to a graph of H . For example, a mapping from the schema of

the graph whose fragments are shown in Figure 1(a) to the schema

of the one in Figure 1(b) eliminates the edges between research
areas and papers and connects research areas to the venues of
those papers. We use the closed-world semantic for our mapping in

which 𝜏 maps instances of G to instances of H whose information

is produced only using 𝜏 .

The mapping 𝜏 from G to H is invertible if there is a mapping

𝜏−1
such that, for each instance 𝐺 ∈ Inst(G), 𝜏−1

maps every

instance 𝜏 (𝐺) to𝐺 and only𝐺 . We call 𝜏−1
the inverse of 𝜏 . If there

is an invertible mapping from G to H , we can map every instance

represented under G to an instance underH and recover it without

losing any information. For example, consider mapping 𝜏
1𝑎,1𝑏 from

the schema of the graph in Figure 1(a) to the schema of the graph

in Figure 1(b). The constraint in Figure 1(a) implies that the papers

published in the same conference are related to the same set of

research areas. Hence, one may change the structure shown in

Figure 1(a) such that the research areas associated with a paper are

instead connected to the paper via the conference of the paper and

get the graph in Figure 1(b). The information in the original graph

can be recovered using the information in Figure 1(b). Mappings

may be expressed as a set of rules in a graph query language [2, 3].

2.3 Invariance & Equivariance
GNNs learn low-dimensional representations of graphs that should

exhibit properties expressed in graph topology and features. The

learned representation is often expressed as 𝑑-dimension feature

vectors on the nodes in the graph. Given schema G, we denote

this by the function 𝑓 : Inst(G) → V × R𝑑
. For each node 𝑣 in

the input graph of 𝑓 , 𝑅 contains a tuple with the node id of 𝑣 and

vice versa. The function 𝑓 can learn representations with a larger

or smaller dimensionality than 𝑑 . For simplicity of exposition, we

assume that the learned vector has the same dimensionality as the

feature vectors on the nodes. Our definitions extend to other cases.

The function 𝑓 is equivariant under invertible mapping 𝜏 if for

every𝐺 ∈ Inst(G) there is a one-to-one mapping 𝜋 between 𝑓 (𝐺)

and 𝑓 (𝜏 (𝐺)) such that for all 𝑟 ∈ 𝑓 (𝐺), we have 𝜋 (𝑟 ) = 𝑟 . That is,

𝑓 learns the same representation for every corresponding node in

𝐺 and 𝜏 (𝐺).
For certain tasks, such as graph classifications, GNNs are modi-

fied to return a single value, e.g., by aggregating representations

of relevant nodes. We can model these cases by the function 𝑓 :

Inst(G) → R. We call the function 𝑓 invariant under invertible
mapping 𝜏 if for every 𝐺 ∈ Inst(G), we have 𝑓 (𝐺) = 𝑓 (𝜏 (𝐺)).

Current GNNs use the topology of the graph to learn representa-

tions [7]. Because invertible mappings can considerably modify the

topologies of graphs, current GNN architectures are not invariant or

equivariant. For example, GNNs that use message passing approach

share and aggregate features between neighbors of each node to

learn its representation. Since invertible mappings like the one in

Figure 1 can change the neighbors of a node, the GNNs based on

the message passing technique may not be invariant or equivariant

under these mappings.

3 PRELIMINARY EMPIRICAL RESULTS
3.1 Experimental Setup
Dataset.We use a variation of DBLP from [6], a widely used het-

erogeneous graph dataset comprising 4,057 authors, 14,328 papers,

7,723 terms, and 20 conferences. Both authors and papers are cat-

egorized into 4 research areas: Database, Data Mining, Artificial

Intelligence, and Information Retrieval. The learning task is node

classification, where the goal is to predict the research area of a

given author or paper.

Dataset Variation. We alter the original graph [6] by replacing

conference nodes with area nodes, i.e., adding area nodes and drop-

ping conference nodes. This variation of the dataset allows us to

construct invertible graph transformations, as illustrated in Figure

2. The learning task on the altered graph is to predict conference for

each paper. To keep the prediction task manageable, we reduce the

number of conferences from 20 to 4. The resulting subset contains

1,291 authors, 3,406 papers, 7,723 terms, and 4 areas, with papers

assigned to one of four conferences: AAAI, ICDE, IJCAI, or VLDB.

Methods. We conduct experiments on two GNN architectures:

RGCN [13] and MAGNN [6].

RGCN [13] is an extension of Graph Convolutional Networks

designed for heterogeneous graphs. It aggregates information not

only from neighboring nodes but also from relations, e.g., types and

directions of edges. Node and relation information are aggregated

using a normalized sum, treating all neighbors and relations with

equal importance.

MAGNN [6] is specifically designed for heterogeneous graphs

by leveragingmetapaths. Ametapath is a path on the schema graph

𝑛1

𝑒1−−→ 𝑛2

𝑒2−−→ . . .
𝑒𝑚−−→ 𝑛𝑚+1, where 𝑛 and 𝑒 are node and edge
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Figure 2: Schematic variation of DBLP data.

(relation) types, respectively. Metapaths capture both the semantics

and structural proximity between nodes. Given a set of metapaths,

MAGNN first encodes each metapath based on its nodes and rela-

tions, then aggregates them using an attention mechanism. This

results in a normalized weighted sum, where the importance of

each metapath is learned.

Metapaths. We follow the metapath definitions from [6], using

paper as both the start and end node for each metapath. For DBLP1

(Figure 2(a)), the metapaths are: paper-author-paper, paper-area-
paper, and paper-term-paper. For DBLP2 (Figure 2(b)) the meta-

paths are: paper-author-paper, paper-author-area-paper, and
paper-term-paper.
Hyper-parameters. Both models are trained using the Adam opti-

mizer with a learning rate of 0.005 and weight decay (L2 penalty) of

0.001. The dropout rate is set to 0.5 to prevent overfitting. Models

are trained for up to 100 epochs with early stopping (patience =

30). The embedding dimension is fixed at 64 for both models. For

MAGNN, the attention vector dimension is set to 128. Each model

is trained in a semi-supervised setting using fixed data splits: 80%

for training, 10% for validation, and 10% for testing.

Hardware.We run our experiments on an NVIDIA H100 GPU with

80 GB of VRAM.

Metrics.We evaluate model effectiveness using precision, recall, and
F1 score. To assess representational invariance, we introduce a ro-
bustness metric that measures prediction consistency, i.e., whether

the model assigns the same class to each node across both DBLP

variants (DBLP1 and DBLP2), which are invertible under database

transformations. Test set results for all metrics are reported in

Table 1.

3.2 Results & Discussion
Table 1 summarizes the performance of RGCN and MAGNN on the

two DBLP variants, DBLP1 and DBLP2, shown in Figures 2(a) and

2(b), respectively.

Effectiveness. Compared to RGCN, MAGNN achieves higher preci-

sion, recall, and F1 scores on both DBLP variants (Table 1). This im-

provement is likely due to MAGNN’s ability to incorporate higher-

order structural information through metapaths, whereas RGCN is

limited to aggregating information from immediate neighbors.

Representation Invariance. As shown in Table 1, neither RGCN

nor MAGNN exhibits strong representational invariance. However,

RGCN achieves higher robustness than MAGNN, indicating greater

Table 1: DBLP evaluation results on the test set.

Model Dataset Precision Recall F1 Robustness
RGCN DBLP1 0.5123 0.5120 0.5111

0.7749

RGCN DBLP2 0.4970 0.4970 0.4948

MAGNN DBLP1 0.5630 0.5202 0.6109

0.6809

MAGNN DBLP2 0.5265 0.5253 0.5272

invariance across the DBLP variants.We hypothesize that this differ-

ence arises from MAGNN’s reliance on metapath-based structural

information, which makes it more sensitive to changes in graph

structure compared to RGCN.

Efficiency. RGCN trains faster than MAGNN due to its smaller

number of parameters, as MAGNN incorporates a metapath-based

attention mechanism. The training time is approximately 5 minutes

for RGCN and 10 minutes for MAGNN.

4 ONGOINGWORK: TOWARDS INVARIANCE
4.1 Using Hypergraphs to Contain Variations
An approach to achieve invariance is to propagate and share infor-

mation between all nodes during training of a GNN. This method

completely ignores the structural information and the relationships

in the graph; therefore, it will not deliver accurate results. One

may improve this method by considering nodes that are sufficiently

close in the graph as neighbors for the purpose of learning repre-

sentations and propagating information across these nodes in every

training iteration, i.e., GNN for hypergraphs [10].

However, it is not clear how to identify these groups of nodes

such that we have an equivariant or invariant GNN and do not

lose important information about relationships between nodes.

Using large hypergraphs may also make training inefficient. Next,

we explain our approach to designing invariant GNNs without

these overheads. Due to the lack of space, we focus on the GNN

architectures based on message passing, as they are relatively more

popular than other types of GNNs.

4.2 Using Constraints to Identify Variations
To find all modifications of a graph under invertible mappings, we

use the following proposition that extends the results in [4].

Proposition 1. Given schema G, for all invertible mappings 𝜏 on
G and for all graphs 𝐺 ∈ Inst(G), we have 𝐺 |= 𝜏−1 ◦ 𝜏 .

The proposition states that the composition of 𝜏−1
and 𝜏 must

be satisfied by the instances of G. For example, the composition

𝜏−1

1𝑎,1𝑏
◦ 𝜏

1𝑎,1𝑏 in Figure 1 is (𝑥1, area, 𝑥4) ∧ (𝑥4, published-in, 𝑥3)
∧ (𝑥2, published-in, 𝑥3) → (𝑥1, area, 𝑥2) which is the constraint

for the graph in Figure 1(a) as explained in Section 2.2.

We can leverage this observation and identify the nodes whose

relationships may potentially vary across invertible mappings as

these node and edge types will appear in the constraints on the

graph. For example, we can modify the underlying GNN to treat

all nodes that satisfy a constraint on the graph as neighbors and

disseminate and share information across all these nodes in each

iteration of learning. This approach is convenient, does not depend

on the type of constraint, e.g., tgd or other forms, and can be used

over various GNN architectures. However, it might increase the

training time of the GNNs. It has also been shown that sharing



too much information between nodes might result in the loss of

distinct information about each node, i.e. oversmoothing [16].

To improve upon the aforementioned method, one can focus on

popular classes of mapping and constraints to investigate how they

modify representations of graphs. For example, one may consider

the types of invertible mapping that can be described in declara-

tive schema mapping languages, which are expressive enough to

describe many popular structural variations in graphs [2]. In these

languages, each mapping between schemas G and H is a set of

first-order logic formulas in the form of 𝜙G (𝑥) → 𝜓H (𝑦) where
𝜙𝑆 (𝑥) and 𝜓𝑇 (𝑦) are queries in some graph query language over

schemas G and H , respectively. Also, tgd constraints can arguably

represent many widely occurring constraints in datasets. These

restrictions on the type of mappings and constraints enable us to

find possible variations of paths between relevant nodes across

different representations of a graph.

Based on these findings, one can define a language that expresses

all variations of node connections across different representations

of the same graph, e.g., it expresses connections between corre-

sponding nodes in Figure 1(a) and Figure 1(b). We then use the

patterns expressed in this language to propagate information be-

tween nodes in the GNN (instead of only immediate edges between

nodes). This language should be expressive enough to represent

variations across graphs, but not too expressive to share too much

information. We have used this approach to design robust similarity

search on graphs [4].

5 RELATEDWORK
GNN Expressivity. There has been an effort to increase the power

of GNNs to distinguish between graphs that are not isomorphic

[7, 12]. Our proposed notion of representational invariance is or-

thogonal and complementary to the expressivity of GNNs as we aim

to design methods that do not differentiate between nonisomorphic

graphs that contain the same information. An interesting future

work is to investigate the connection between these properties.

GNN Robustness Against Noise. Several GNN architectures of

have been proposed to improve robustness against both node-level

and graph-level noise [8, 14]. Prior work primarily addresses ro-

bustness to adversarial attacks or out-of-distribution generalization,

often under the assumption that one graph contains more or less

information than another. In contrast, our work examines scenarios

where two graphs encode the same information but differ in their

topological structure.

Schema Mapping. Schema mapping is widely studied for data

integration and exchange [2, 3, 5]. We use this research to identify

invertible mappings to find representational variations of graphs

to design invariant and equivariant GNNs.
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